
team year athletes events age height weight prev_medals medals

0 AFG 1964 8 8 22.0 161.0 64.2 0.0 0

1 AFG 1968 5 5 23.2 170.2 70.0 0.0 0

2 AFG 1972 8 8 29.0 168.3 63.8 0.0 0

3 AFG 1980 11 11 23.6 168.4 63.2 0.0 0

4 AFG 2004 5 5 18.6 170.8 64.8 0.0 0

... ... ... ... ... ... ... ... ... ...

2009 ZIM 2000 26 19 25.0 179.0 71.1 0.0 0

2010 ZIM 2004 14 11 25.1 177.8 70.5 0.0 3

2011 ZIM 2008 16 15 26.1 171.9 63.7 3.0 4

2012 ZIM 2012 9 8 27.3 174.4 65.2 4.0 0

2013 ZIM 2016 31 13 27.5 167.8 62.2 0.0 0

2014 rows × 9 columns

team            object
year             int64
athletes         int64
events           int64
age            float64
height         float64
weight         float64
prev_medals    float64
medals           int64
dtype: object

team           0
year           0
athletes       0
events         0
age            0
height         0
weight         0
prev_medals    0
medals         0
dtype: int64

year athletes events age height weight prev_medals medals

0 1964 8 8 22.0 161.0 64.2 0.0 0

1 1968 5 5 23.2 170.2 70.0 0.0 0

2 1972 8 8 29.0 168.3 63.8 0.0 0

3 1980 11 11 23.6 168.4 63.2 0.0 0

4 2004 5 5 18.6 170.8 64.8 0.0 0

... ... ... ... ... ... ... ... ...

2009 2000 26 19 25.0 179.0 71.1 0.0 0

2010 2004 14 11 25.1 177.8 70.5 0.0 3

2011 2008 16 15 26.1 171.9 63.7 3.0 4

2012 2012 9 8 27.3 174.4 65.2 4.0 0

2013 2016 31 13 27.5 167.8 62.2 0.0 0

2014 rows × 8 columns

medals

0 0

1 0

2 0

3 0

4 0

... ...

2009 0

2010 3

2011 4

2012 0

2013 0

2014 rows × 1 columns

(1409, 8)
(605, 8)
(1409, 1)
(605, 1)

Linear Regression:
Cross-validation score: 1.0
RMSE: 9.468590891555068e-14
R2 Score: 1.0

Mean MAE: 0.000 (0.000)

---------------------------------------------------------------------------
NameError                                 Traceback (most recent call last)
Cell In[46], line 2
      1 ridge=Ridge()
----> 2 ridge_regressor.fit(x,Y)

NameError: name 'ridge_regressor' is not defined

Ridge Regression:
Cross-validation score: 0.9999999999963904
RMSE: 5.098432645113032e-05
R2 Score: 0.9999999999965081

Mean MAE: 0.000 (0.000)

---------------------------------------------------------------------------
NameError                                 Traceback (most recent call last)
Cell In[49], line 2
      1 lasso=Lasso()
----> 2 lasso_regressor.fit(x,Y)

NameError: name 'lasso_regressor' is not defined

Lasso Regression:
Cross-validation score: 0.9999967959368744
RMSE: 0.038027114892687286
R2 Score: 0.9999980574313676

Mean MAE: 0.019 (0.003)

Linear: -0.0, 0.0
Lasso: -0.00548253, 0.04
Ridge: -6.2e-07, 0.0

athletes age weight prev_medals

0 8 22.0 64.2 0.0

1 5 23.2 70.0 0.0

2 8 29.0 63.8 0.0

3 11 23.6 63.2 0.0

4 5 18.6 64.8 0.0

... ... ... ... ...

2009 26 25.0 71.1 0.0

2010 14 25.1 70.5 0.0

2011 16 26.1 63.7 3.0

2012 9 27.3 65.2 4.0

2013 31 27.5 62.2 0.0

2014 rows × 4 columns

medals

0 0

1 0

2 0

3 0

4 0

... ...

2009 0

2010 3

2011 4

2012 0

2013 0

2014 rows × 1 columns

team year athletes events age height weight prev_medals medals

0 0 1964 8 8 22.0 161.0 64.2 0.0 0

1 0 1968 5 5 23.2 170.2 70.0 0.0 0

2 0 1972 8 8 29.0 168.3 63.8 0.0 0

3 0 1980 11 11 23.6 168.4 63.2 0.0 0

4 0 2004 5 5 18.6 170.8 64.8 0.0 0

5 0 2008 4 4 22.5 179.2 62.8 0.0 1

6 0 2012 6 6 24.8 171.7 60.8 1.0 1

7 0 2016 3 3 24.7 173.7 74.0 1.0 0

8 1 1964 4 4 28.5 171.2 69.4 0.0 0

9 1 1968 5 4 31.0 173.2 67.8 0.0 0

(1409, 4)
(605, 4)
(1409, 1)
(605, 1)

RMSE is 10.749022170119005
R2 score is 0.8801268515991559

RMSE of Training data: 12.52689952393049
R2 of Training data: 0.8694139668644058
RMSE of Test data: 10.749022140882664
R2 of Test data: 0.8801268522512435

Mean MAE: 7.588 (0.979)

12.52691180072443
0.8694137109066402
10.748424950267939
0.880140171626578

Mean MAE: 7.521 (0.983)

In [34]: import pandas as pd
import numpy as np
import matplotlib.pyplot as plt
import seaborn as sns
%matplotlib inline
import warnings
warnings.filterwarnings('ignore')

from sklearn.model_selection import cross_val_score
from sklearn import preprocessing
from sklearn.model_selection import RepeatedKFold
from sklearn.linear_model import Lasso
from sklearn.linear_model import Ridge
from sklearn.model_selection import GridSearchCV
from sklearn.model_selection import KFold
from sklearn.model_selection import cross_val_score
from sklearn.linear_model import LinearRegression
from sklearn.metrics import mean_squared_error
from sklearn.model_selection import train_test_split
from sklearn.linear_model import LassoCV
from sklearn.metrics import r2_score

In [35]: df = pd.read_csv("teams.csv")
df

Out[35]:

In [36]: print(df.dtypes)

In [37]: df.isnull().sum()

Out[37]:

In [38]: sns.set(rc={'figure.figsize':(6,4)})
sns.distplot(df['medals'], bins=30)
plt.show()

In [39]: X = df.iloc[:,0:13]
Y = df[['medals']].copy()
x=df.drop(['team'], axis=1)

In [40]: x

Out[40]:

In [41]: Y

Out[41]:

In [42]: from sklearn.model_selection import train_test_split

X_train, X_test, Y_train, Y_test =  train_test_split(x, Y, test_size = 0.3)
print(X_train.shape)
print(X_test.shape)
print(Y_train.shape)
print(Y_test.shape)

In [43]: lin_model = LinearRegression()
lin_model.fit(X_train, Y_train)

Out[43]:

In [44]: X_train, X_test, y_train, y_test = train_test_split(x, Y, test_size=0.2, random_state=42)

linear_reg = LinearRegression()
linear_reg.fit(X_train, y_train)

y_pred_linear = linear_reg.predict(X_test)

rmse_linear = mean_squared_error(y_test, y_pred_linear, squared=False)
r2_linear = r2_score(y_test, y_pred_linear)

cross_val_linear = cross_val_score(linear_reg, x, Y, cv=5).mean()

print("Linear Regression:")
print("Cross-validation score:", cross_val_linear)
print("RMSE:", rmse_linear)
print("R2 Score:", r2_linear)

In [45]: lr_model = LinearRegression()

cv = RepeatedKFold(n_splits=10, n_repeats=3, random_state=1)

scores = cross_val_score(lr_model, x, Y, scoring='neg_mean_absolute_error', cv=cv, n_jobs=-1)

scores = np.absolute(scores)
print('Mean MAE: %.3f (%.3f)' % (np.mean(scores), np.std(scores)))

In [46]: ridge=Ridge()
ridge_regressor.fit(x,Y)

In [47]: ridge_reg = Ridge()
ridge_reg.fit(X_train, y_train)

y_pred_ridge = ridge_reg.predict(X_test)

rmse_ridge = mean_squared_error(y_test, y_pred_ridge, squared=False)
r2_ridge = r2_score(y_test, y_pred_ridge)

cross_val_ridge = cross_val_score(ridge_reg, x, Y, cv=5).mean()

print("\nRidge Regression:")
print("Cross-validation score:", cross_val_ridge)
print("RMSE:", rmse_ridge)
print("R2 Score:", r2_ridge)

In [48]: ridge_model = Ridge(alpha=1.0)

cv = RepeatedKFold(n_splits=10, n_repeats=3, random_state=1)

scores = cross_val_score(ridge_model, x, Y, scoring='neg_mean_absolute_error', cv=cv, n_jobs=-1)

scores = np.absolute(scores)
print('Mean MAE: %.3f (%.3f)' % (np.mean(scores), np.std(scores)))

In [49]: lasso=Lasso()
lasso_regressor.fit(x,Y)

In [50]: lasso_reg = Lasso()
lasso_reg.fit(X_train, y_train)

y_pred_lasso = lasso_reg.predict(X_test)

rmse_lasso = mean_squared_error(y_test, y_pred_lasso, squared=False)
r2_lasso = r2_score(y_test, y_pred_lasso)

cross_val_lasso = cross_val_score(lasso_reg,x, Y, cv=5).mean()

print("\nLasso Regression:")
print("Cross-validation score:", cross_val_lasso)
print("RMSE:", rmse_lasso)
print("R2 Score:", r2_lasso)

In [51]: lasso_model = Lasso(alpha=1.0)

cv = RepeatedKFold(n_splits=10, n_repeats=3, random_state=1)

scores = cross_val_score(lasso_model, x, Y, scoring='neg_mean_absolute_error', cv=cv, n_jobs=-1)

scores = np.absolute(scores)
print('Mean MAE: %.3f (%.3f)' % (np.mean(scores), np.std(scores)))

In [52]: X = df.iloc[:,0:100]
Y = df['medals']
X_train, X_test, Y_train, Y_test =  train_test_split(x, Y, test_size = 0.9)

folds   = 200
metric  = "neg_mean_squared_error"

models = {}
models["Linear"]        = LinearRegression()
models["Lasso"]         = Lasso()
models['Ridge']         = Ridge()

model_results = []
model_names   = []
for model_name in models:

model   = models[model_name]
k_fold  = KFold(n_splits=folds)
results = cross_val_score(model, X_train, Y_train, cv=k_fold, scoring=metric)

model_results.append(results)
model_names.append(model_name)
print("{}: {}, {}".format(model_name, round(results.mean(), 8), round(results.std(), 2)))

In [53]: X = df[["athletes", "age", "weight", "prev_medals"]].copy()
y = df[["medals"]].copy()

In [54]: X

Out[54]:

In [55]: y

Out[55]:

In [56]: from sklearn import preprocessing
label_encoder = preprocessing.LabelEncoder()
df['team'] = label_encoder.fit_transform(df['team'])
df.head(10)

Out[56]:

In [57]: X_train, X_test, Y_train, Y_test =  train_test_split(X, y, test_size = 0.3)
print(X_train.shape)
print(X_test.shape)
print(Y_train.shape)
print(Y_test.shape)

In [58]: lin_model = LinearRegression()
lin_model.fit(X_train, Y_train)

Out[58]:

In [59]: Y_test_predict = lin_model.predict(X_test)

rmse = (np.sqrt(mean_squared_error(Y_test, Y_test_predict)))
r2 = r2_score(Y_test, Y_test_predict)

print('RMSE is {}'.format(rmse))
print('R2 score is {}'.format(r2))

In [60]: rr = Ridge(alpha=0.01)
rr.fit(X_train, Y_train)

pred_train_rr= rr.predict(X_train)
print('RMSE of Training data:',np.sqrt(mean_squared_error(Y_train,pred_train_rr)))
print('R2 of Training data:',r2_score(Y_train, pred_train_rr))

pred_test_rr= rr.predict(X_test)
print('RMSE of Test data:',np.sqrt(mean_squared_error(Y_test,pred_test_rr)))
print('R2 of Test data:',r2_score(Y_test, pred_test_rr))

In [61]: X = df.iloc[:,0:6]
Y = df['medals']

ridge_model = Ridge(alpha=0.5)

cv = RepeatedKFold(n_splits=10, n_repeats=6, random_state=1)

scores = cross_val_score(ridge_model, X, Y, scoring='neg_mean_absolute_error', cv=cv, n_jobs=-1)

scores = np.absolute(scores)
print('Mean MAE: %.3f (%.3f)' % (np.mean(scores), np.std(scores)))

In [62]: model_lasso = Lasso(alpha=0.05)
model_lasso.fit(X_train, Y_train)
pred_train_lasso= model_lasso.predict(X_train)
print(np.sqrt(mean_squared_error(Y_train,pred_train_lasso)))
print(r2_score(Y_train, pred_train_lasso))

pred_test_lasso= model_lasso.predict(X_test)
print(np.sqrt(mean_squared_error(Y_test,pred_test_lasso)))
print(r2_score(Y_test, pred_test_lasso))

In [63]: from sklearn.linear_model import Lasso

lasso_model = Lasso(alpha=1.0)

cv = RepeatedKFold(n_splits=10, n_repeats=6, random_state=1)

scores = cross_val_score(lasso_model, X, Y, scoring='neg_mean_absolute_error', cv=cv, n_jobs=-1)

scores = np.absolute(scores)
print('Mean MAE: %.3f (%.3f)' % (np.mean(scores), np.std(scores)))

In [ ]:  

In [ ]:  

▾ LinearRegression

LinearRegression()

▾ LinearRegression

LinearRegression()


